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Abstract

Financial news misinformation is a systemic risk that distorts price discov-
ery and capital allocation by widening information asymmetry and weakening in-
vestor trust. This study develops a scalable NLP and machine-learning framework
to detect deceptive financial narratives in large digital corpora through Big Data.
After text normalization, lemmatization, and stopword elimination, the framework
contrasts TF-IDF with Word2Vec embeddings and trains Logistic Regression,
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Random Forest, and Gradient Boosting classifiers. Performance is assessed with
Accuracy, Precision, Recall, F1-score, and ROC-AUC. Across models, TF-IDF
provides stronger discrimination than Word2Vec; the TF-IDF Random Forest
reaches near-perfect results (ROC-AUC 0.9999; Precision 0.9977). The emphasis
on transparent, feature-based models supports auditability (for example, via fea-
ture importance) and helps limit harmful false positives that could suppress legiti-
mate signals. The results indicate that high-precision, interpretable pipelines can
reduce the verification gap in fast-moving information environments, mitigate
macroeconomic costs of deceptive narratives, and inform DSA- and ESMA-
aligned market surveillance workflows. The framework is designed for deployment
on streaming news feeds and large-scale platform archives.
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Problem Statement

In the contemporary digital economic landscape, the efficiency of financial
markets is increasingly dependent on the quality and integrity of information flows.
While the rapid digitalization of media has reduced transaction costs, it has also
facilitated the emergence of financial misinformation as a significant systemic risk.
From an economic perspective, fake financial news represents a severe form of
information asymmetry that distorts the price discovery process and leads to
suboptimal capital allocation.

The macroeconomic consequences of deceptive narratives are not merely theo-
retical. A notable instance occurred in 2013 when a single fraudulent report regarding a
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White House explosion caused an instantaneous $130 billion decrease in market value
(Selyukh, 2013). Such events underscore how «noise» in the information ecosystem
can trigger irrational market behavior and widespread economic instability.

The challenge for modern European economies is that the volume of data pro-
duced by online media, social networks, and algorithmic trading platforms now out-
paces traditional human verification procedures. This creates a «verification gap» that
can be exploited for market manipulation. Consequently, developing automated, scal-
able systems for detecting untrustworthy content is no longer just a technical objective;
it is a requirement for maintaining market integrity and protecting investor trust.

The purpose of this study is to identify economic approaches for quantify-
ing the economic cost of financial fake news in European capital markets. The
study proposes a framework that utilizes Natural Language Processing (NLP) and
Machine Learning (ML) to identify trustworthy and deceptive reporting characteris-
tics within extensive financial datasets (Du et al., 2024). Unlike general-domain
detection systems, our approach accounts for the specific technical terminology
and market-based emotional indicators inherent in financial discourse.

We evaluate three supervised learning models — Logistic Regression, Ran-
dom Forest, and Gradient Boosting — across two feature representation methods:
TF-IDF and Word2Vec. By focusing on model interpretability and statistical ro-
bustness, this research aims to provide a reliable monitoring tool capable of iden-
tifying the subtle linguistic markers of financial fraud, thereby safeguarding the
foundational pillars of a stable digital economy. Within the European Union, the
regulatory landscape has evolved rapidly with the implementation of the Digital
Services Act (DSA), which mandates that systemic platforms take proactive
measures against the spread of harmful misinformation. From a policy perspec-
tive, the challenge lies in developing «auditable» and «interpretable» systems that
can distinguish between healthy market speculation and coordinated deceptive
narratives that threaten market integrity. By focusing on high-accuracy machine
learning models that remain transparent to auditors, this research provides a
methodology for operationalizing these European regulatory goals.

The remainder of this paper is organized as follows: The Literature Review
section establishes the theoretical framework and reviews relevant literature concern-
ing information asymmetry and computational fake news detection. The Methodology
section details the research methodology, encompassing the dataset characteristics,
the multi-stage preprocessing pipeline, and the mathematical foundations of the fea-
ture extraction and machine learning architectures employed. The Research Results
section presents a comprehensive analysis of the experimental results, utilizing di-
verse performance metrics and visual representations to evaluate model efficacy. The
Discussion section discusses the practical implementation of the framework within the
European regulatory context and outlines strategic directions for future research in the
field of financial informatics. Finally, the Conclusions section synthesizes the key find-
ings and highlights the broader economic implications for market integrity and finan-
cial news credibility assessment.
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Literature Review

Research about fake news detection through computational methods con-
tinues to expand, but financial misinformation remains insufficiently studied. Our
initial research phase focused on fundamental fake news detection methods that
used text analysis and stylistic and psycholinguistic signal detection techniques.
Ahmad et al. (2020) demonstrated the effectiveness of the ensemble method
through bagging and boosting tests on different datasets, proving that model
combination improves classification reliability.

The detection of market rumors and manipulative reports using NLP/ML
has been demonstrated in finance-specific settings (Alshuwaier & Alsulaiman,
2025). For instance, Majumdar and Bose (2018) present a big-data framework to
flag financial rumors around the Bombay Stock Exchange, while Cheng et al.
(2023) use social-media rumor signals and machine-learning classifiers to predict
abnormal trading. Manipulative campaigns such as cryptocurrency pump-and-
dump schemes have also been detected using text signals from messaging plat-
forms (Nghiem et al., 2021). Linguistic regularities in financial discourse e.g.,
event-phrasing, entity repetition, and extremity in wording are consistent with de-
ception markers documented in financial communications (Larcker & Zakolyukina,
2012) and with domain-specific lexicons needed to model financial language
(Loughran & McDonald, 2011). Finally, the field still lacks widely accepted, fi-
nance-specific misinformation benchmarks; recent efforts such as Fin-Fact were
proposed precisely because of this gap (Rangapur et al., 2025), and broader sur-
veys note dataset fragmentation more generally (D’Ulizia et al., 2021).

The research of Alghamdi et al. (2024) and Mishra et al. (2022) established
three categories for fake news detection which include content-based, context-
based and hybrid approaches. The authors demonstrate that classical ML models
achieve both high interpretability and equivalent performance through proper NLP
preprocessing and feature engineering techniques. The research findings lead to
the current study which uses content-based analysis through structured textual
features because these methods match the requirements for financial applications
that need transparency and scalability.

The research extends previous studies through its application of financial
text analysis to classical NLP and ML systems which examine how different fea-
ture types and classifier architectures affect domain-specific text patterns. The re-
sults of the study help identify both the advantages and disadvantages of using
conventional models to identify financial misinformation.
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The Economic Cost
of Financial Information Asymmetry

From an economic perspective, fake financial news represents a severe
form of information asymmetry that distorts market efficiency. When untrustworthy
content is disseminated, it creates «noise» that interferes with the price discovery
process, leading to suboptimal capital allocation. As evidenced by the 2013 Asso-
ciated Press hack (Selyukh, 2013), a single piece of misinformation can cause in-
stantaneous wealth destruction on a macroeconomic scale. Automated detection
systems, therefore, serve as critical infrastructure for maintaining market integrity
and protecting investor trust, which are foundational pillars of a stable digital
economy. The literature increasingly recognizes that financial misinformation is
not merely a social problem but a structural economic inefficiency (Lyzun et al.,
2019; Lyzun et al., 2023). While early studies focused on simple keyword filtering,
the shift toward Big Data analytics allows for a more nuanced understanding of
how deceptive narratives circumvent market filters. In the European context,
where market fragmentation across different nations is high, the ability of NLP
models to maintain high precision across diverse financial news sources is critical
for preventing cross-border information arbitrage.

Methodology

The research methodology is divided into four main stages: (1) dataset
preparation, (2) text preprocessing, (3) feature extraction, and (4) model classifi-
cation. The study also implements two parallel NLP pipelines using TF-IDF and
Word2Vec representations.

Dataset and Labeling

The dataset used in this study comes from the publicly available «Fake and
Real News Dataset» on Kaggle (kaggle.com, n.d.), with filters applied to it to in-
clude articles related to financial or economic topics. It consists of two separate
CSV files:

e Fake.csv: contains fabricated news articles (23,481 entries)

e True.csv: contains legitimate news articles (21,417 entries)
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Each file includes the following columns:

e Title: The headline of the news article

e Text: The full body of the article

e Subject: A broad category label

e Date: The publication date of the article

For this study, a binary classification label was manually assigned:
e Label 0: Fake news (from Fake.csv)

e Label 1: True news (from True.csv)

The two datasets were combined into a single corpus containing 44,898
news articles for our analysis. The title and text fields were combined into a single
input feature, «content», for each instance. The «subject» and «date» columns
received no modeling treatment, but can be used by researchers for future ex-
ploratory work and temporal analysis. The combined dataset was randomly ar-
ranged to prevent order-based bias from affecting model training.

Text Preprocessing

The text data required preprocessing to obtain useful features because
multiple normalization and cleaning operations were performed. These operations
served as an important tool that eliminated unneeded data points and inconsistent
information, while minimizing language differences, which resulted in better ma-
chine learning model input quality.

e Lowercasing: The entire text was changed to lowercase in order to
ensure uniformity. This step prevents the model from treating words
like «Trump» and «trump» as different entities, reducing redundancy in
the vocabulary.

¢ Digit and Punctuation Removal: Regular expressions were used, to-
gether with string translation methods, to eliminate all numeric digits
and punctuation marks from the text. Such elements in this context lack
meaningful semantic value so their removal simplifies the text.

e Tokenization: The text was then split into individual words, or tokens.
This process enables downstream tasks, such as stopword removal
and lemmatization, to be applied to each word. The TF-IDF pipeline
used basic string splitting, while the Word2Vec-based pipeline used
gensim.simple_preprocess, which proved sufficient due to its non-
contextual nature.
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e Stopword Removal: Common English stopwords such as «the», «is»,
and «and» were removed using NLTK’s stopword list. These high-
frequency words contribute little to distinguishing fake from real news
and often introduce noise into the model.

¢ Lemmatization: Each word was lemmatized using the WordNetLem-
matizer from NLTK. This tool reduces words to their base or dictionary
form (e.g., «running» becomes «run»). This process helps in grouping
different forms of a word under a single representation, thereby reduc-
ing dimensionality and enhancing semantic consistency.

These preprocessing techniques were applied uniformly to both pipelines
(Word2Vec and TF-IDF) so as to make sure that feature extraction was per-
formed on clean and semantically meaningful text.

Feature Extraction

Two separate numerical transformation methods were applied to the text,
to prepare it for machine learning analysis, which included Word2Vec embed-
dings and TF-IDF vectorization. The two methods represent opposing text repre-
sentation approaches because they use contextual meaning and statistical word
frequency to create their representations.

Word2Vec Embeddings

Word2Vec is a NLP technique that uses a shallow, two-layered neural net-
work model and was developed by Google; it learns distributed representations of
words in a continuous vector space, such that semantically similar words are
mapped to nearby points. In this experiment, we trained a Skip-gram Word2Vec
model on the corpus with a vector size d = 100, window size w =5, and minimum
word frequency threshold of 2.

The Skip-gram model maximizes the probability of a word’s surrounding
context given the word itself. For a sequence of training words wy,w,,...,wr, the ob-
jective is:

1 T
Max— 3 D w0 9P W), (1)
where the conditional probability P(w,, ; |w;) is computed using softmax:

)
Pl [ ) = o ) @

:
D EXP(Uly, )
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Here, Uy, is the input vector of the center word; Uy, is the output vector of
the context word; and | V| is the vocabulary size.

Once word embeddings are learned, each document is transformed into a
fixed-length vector by averaging its constituent word vectors. For a document rep-

resented by a set of n valid tokens {wy,ws,...,w,}, the document vector d com-
puted as:

_ n
d= w,. (3)
=1

S|=

1

TF-IDF Vectorization

The second feature extraction technique employed was Term Frequency—
Inverse Document Frequency (TF-IDF), a widely used statistical measure that re-
flects how important a word is to a document relative to a corpus.

The TF-IDF weight for a term tin document dis defined as:

TF - IDF(t,d) = TF(t,d) * IDF(t), (4)
where:
e Term Frequency (TF) is the normalized frequency of the term in the
document:
TF(t,d)=ft+g, (5)
t‘edft"d

with f; 4 being the raw count of term tin document d.

¢ Inverse Document Frequency (IDF) measures how rare the term is
across all documents:

IDF(t) = Iog(1 lvn J (6)
t

where N is the total number of documents; n; is the number of documents contain-
ing the term t.

TF-IDF emphasizes terms that are frequent in a given document but infre-
quent across the corpus, helping to reduce the impact of common but less infor-
mative words.

In our implementation, we used the TfidfVectorizer from scikit-learn with a
vocabulary limited to 5,000 most frequent terms. This resulted in a sparse matrix
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of dimensionality Nx5000, where each row corresponds to a document vector and
each column corresponds to a term in the vocabulary.

Model Training and Evaluation

To classify news articles as either fake or true, three classical machine
learning classifiers were employed: Logistic Regression, Random Forest, and
Gradient Boosting. Each model was applied using both feature representations
(Word2Vec and TF-IDF), and their performance was evaluated using a consistent
set of quantitative metrics.

Logistic Regression

Logistic Regression is a linear probabilistic classifier that models the prob-
ability of the binary label using a logistic (sigmoid) function. For an input vector
xe RY, the probability that the output label y e {01} is true (i.e., news is real) is
given by:
1

wTx+b)’

P(y =1|X)=o(W X+b) =
1+e

(7)

where w is the weight vector; b is the bias term; and o(.) is the sigmoid activa-
tion function.

Model parameters w and b are learned by minimizing the log-loss (cross-
entropy) function over the training set:

L=— 3" lyilog(7)+(1-y)log(1- )] ®)

Random Forest

Random Forest is an ensemble learning algorithm that constructs a large
number of decision trees during training and outputs the mode (majority vote) of
the individual trees’ predictions for classification tasks.

Each decision tree is trained on a random bootstrap sample of the training
data, and at each split in a tree, a random subset of features is considered. This
promotes diversity among trees and reduces overfitting.

The prediction for input X is given by:

y = majority _vote(hy(X), hy(X),..., by (X)), 9)
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where hy(X) is the prediction from the " decision tree, and T is the total number
of trees in the forest.

Gradient Boosting Classifier

Gradient Boosting is another ensemble method that builds a sequence of
weak learners (typically shallow decision trees) in a stage-wise fashion. Each new
learner focuses on correcting the residuals (errors) of the previous learners by
minimizing a differentiable loss function (typically log-loss for binary classifica-
tion).

Let F,,(x) denote the model after mmm iterations. It is updated as:
Fm+1()—()=Fm()—()+77*hm()—()s (10)

where h,,(x) is the base learner fitted to the negative gradient of the loss; 7 is

the learning rate (shrinkage parameter); F(x) is initialized to a constant (e.g.,
mean log-odds).

Evaluation Metrics

To comprehensively evaluate the performance of each model, we em-
ployed several standard classification metrics:

e Accuracy: The proportion of correctly predicted instances.

True Positives +True Negatives

True Positives + True Negatives +
+ False Positives + False Negatives

Accuracy =

(11)

e Precision: The proportion of positive predictions that are actually posi-
tive (useful in minimizing false positives).
True Positives

Precision = — —, (12)
True Positives + False Positives

¢ Recall (Sensitivity): The proportion of actual positives correctly identi-
fied (useful in minimizing false negatives).

True Positives
Recall = — —. (13)
True Positives + False Negatives

¢ F1 Score: The harmonic mean of precision and recall, providing a bal-
ance between the two.

Precision * Recall

F1_Score=2* — .
Precision+ Recall

(14)
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e ROC-AUC (Area Under the Curve): Measures the area under the Re-
ceiver Operating Characteristic curve, which plots the True Positive
Rate (TPR) against the False Positive Rate (FPR) at various threshold
settings. AUC values closer to 1.0 indicate better discrimination be-
tween classes.

e ROC Curve: A graphical tool that illustrates the trade-off between sen-
sitivity and specificity across different decision thresholds.

Research Results

This section shows the experimental results from financial fake news detec-
tion tasks using classification models before presenting an extensive analysis of
their performance. From a regulatory perspective, the high precision (0.9977) of
the Random Forest model is more significant than its overall accuracy. In financial
markets, a «false positive» (mislabeling legitimate news as fake) can be as dam-
aging as a «false negative», as it may lead to the suppression of valid market sig-
nals. The statistical robustness shown in the ROC-AUC curves (0.9999) suggests
that this framework provides a reliable «safety net» that can be deployed without
introducing new distortions into the price discovery process. The research com-
pares three popular machine learning classifiers that also applied TF-IDF and
Word2Vec feature extraction methods; (a) Logistic Regression, (b) Random For-
est and (c) Gradient Boosting. The assessment of each model used standard per-
formance metrics that included accuracy, precision, recall, F1 score, and ROC-
AUC to evaluate their overall performance. This research aims to determine
which model works best under different representations, all the while analyzing
how different feature types affect classifier performance. The research results are
presented through quantitative tables and visual ROC curves that provide
straightforward analysis of financial fake news detection approach performance.

Logistic Regression Comparison

The Logistic Regression classifier showed almost perfect results with both
feature types, but the TF-IDF version slightly outperformed the Word2Vec version
(see Table 1). More specifically, TF-IDF yielded an accuracy of 0.9895 compared
to Word2Vec’s 0.9636, and F1 score improved from 0.9624 to 0.9892. The TF-
IDF model also demonstrated better balance between precision and recall, indi-
cating superior generalization. The ROC-AUC values for both were above 0.99,
but again TF-IDF noted a bit higher rates at 0.9992.
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Table 1
Logistic Regression Results
Metric TF-IDF Word2Vec

Accuracy 0.9895 0.9636
Precision 0.9844 0.9592
Recall 0.9940 0.9656
F1 Score 0.9892 0.9624
ROC-AUC 0.9992 0.9942

Source: authors’ calculations.

This performance gap illustrates that for linear models like Logistic Regres-
sion, high-dimensional sparse representations like TF-IDF provide greater dis-
criminative power, especially when the text patterns are distinctive between
classes, as is often the case in fake vs. real news.

Random Forest Comparison

Random Forest models showed the largest performance differential be-
tween the two feature representations. When paired with TF-IDF, Random Forest
achieved near-perfect results: accuracy and F1 score of 0.9978, and ROC-AUC
of 0.9999. In contrast, the Word2Vec variant performed significantly lower, with

accuracy of 0.9548 and F1 score of 0.9527 (see Table 2).

Table 2
Random Forest Results
Metric TF-IDF Word2Vec

Accuracy 0.9978 0.9548
Precision 0.9977 0.9610
Recall 0.9977 0.9446
F1 Score 0.9977 0.9527
ROC-AUC 0.9999 0.9916

Source: authors’ calculations.
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This gap can be attributed to how Random Forests operate. Since decision
trees in the ensemble rely on distinct thresholds and splits in the input space, the
sparse and feature-rich TF-IDF vectors allow for more precise partitioning,
whereas the dense and averaged Word2Vec vectors smooth out many informa-
tive distinctions between documents.

Gradient Boosting Comparison

Gradient Boosting models also favored TF-IDF. With TF-IDF, the model
reached an accuracy of 0.9953 and an F1 score of 0.9952, while the Word2Vec
counterpart dropped to 0.9359 in accuracy and 0.9337 in F1 score (see Table 3).
Although Gradient Boosting still performed well with Word2Vec, the performance
decline was consistent with the pattern seen in the other models.

Table 3
Gradient Boosting results
Metric TF-IDF Word2Vec

Accuracy 0.9953 0.9359
Precision 0.9940 0.9301
Recall 0.9963 0.9374
F1 Score 0.9952 0.9337
ROC-AUC 0.9987 0.9858

Source: authors’ calculations.

This further confirms that context-independent vector averaging in
Word2Vec may discard critical cues, which TF-IDF is able to retain by directly
leveraging term frequencies and document rarity.

ROC curves for TF-IDF

The ROC curves for the Logistic Regression, Random Forest, and Gradient
Boosting classifiers using TF-IDF feature representation indicate exceptional
classification performance across all three models (see Figure 1).
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The curves maintain perfect alignment with the top-left border of the ROC
space because they achieve perfect equilibrium between true positive rate (sensi-
tivity) and false positive rate. The shape of the curves alone suggests that the
classifiers are highly effective at distinguishing between fake and real news.

As we can see, the models produce AUC (Area Under the Curve) scores
that approach 1.00. This shows their exceptional performance. The Random For-
est model shows an almost perfect vertical increase, followed by a horizontal line
at the top, which indicates that it maintains high true positive rates with no false
positives at all thresholds. The Logistic Regression model produces a curve that
is both smooth and steep because it generates strong probabilistic output results.
Lastly, the Gradient Boosting model produces results that are reliable, but its ini-
tial curve segment shows a gentler slope than the other models.

The above results confirm that the TF-IDF tool provides a robust and dis-
criminative feature space for all three classifiers. The near-perfect ROC curves
indicate that the models used in these experiments are not only accurate in their
final predictions, but are also well-calibrated in ranking instances by how probable
it is for news to be real or fake. The ROC analysis supports the finding that classi-
cal models using Random Forest and Gradient Boosting, in combination with TF-
IDF features, produce highly effective fake news detection solutions.

ROC curves for Word2Vec

The ROC curves for the Logistic Regression, Random Forest, and Gradient
Boosting classifiers, under the use of Word2Vec embeddings, show that all three
models achieve high classification performance (see Figure 2). The ROC space
curves show steep upward movement toward their top-left corner, something that
shows high true positive rates at various threshold settings. All three models
demonstrate successful identification of authentic news content and fabricated
news through their low rate of incorrect positive results.

The Logistic Regression model shows a smooth curve that rises sharply
because it operates as a linear model that produces probability values. The Ran-
dom Forest curve, on the other hand, shows a fast initial increase because it
keeps delivering good results, while splitting the feature space effectively when
input vectors become dense. Finally, the Gradient Boosting model shows a curve
that rises steadily to enhance recall performance while keeping false positive
rates at a minimum. This demonstrates its ability to improve classification accu-
racy through sequential error correction.
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The three models produce AUC values of 0.99; this indicates that they per-
form at an excellent, almost perfect, level. The shape and placement of these
curves confirm that the Word2Vec embeddings are effective in capturing relevant
semantic features for the binary classification task of these experiments. The two
classifiers generate dependable results through dense, vector-based representa-
tions, despite the fact that each model uses different learning strategies.

Comparison of ROC curves

The ROC curves for the three classifiers used in this study, using
Word2Vec embeddings, show that all three models achieve high discriminative
power although their performance is a little lower than their TF-IDF counterparts.
The curves demonstrate superior performance because they exist above the ran-
dom guess baseline, which represents the diagonal line. However, there is a visi-
ble softening of the curve shape compared to the TF-IDF models, suggesting a
slightly reduced ability to separate the two classes at all thresholds.

As stated above, the three models produce AUC values that approach
0.99, which indicates their excellent performance. The Logistic Regression model
produces a smoothly increasing curve because it applies probabilistic scoring to
produce its results. The Random Forest and Gradient Boosting models show high
TPR values at low FPR points, but their performance curves have a gentler slope
and more rounded shape during the initial stages compared to TF-IDF models.

This performance difference is likely due to the averaging nature of
Word2Vec representations, which can dilute the specific lexical cues important for
distinguishing fake news from real news. While Word2Vec captures semantic re-
lationships well, the loss of word-level specificity appears to hinder its ability to
support tree-based models, such as Random Forest and Gradient Boosting, as
much as TF-IDF does. Overall, while the ROC curves affirm that Word2Vec still
enables effective classification, they also reinforce the earlier conclusion: TF-IDF
offers superior performance in this task due to its ability to preserve word fre-
quency and importance, which are critical for detecting subtle stylistic and lexical
patterns inherent in fake news content.
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Discussion

Practical Implementation
and Economic Policy Implications

The transition from a theoretical detection framework to a functional mar-
ket-oversight tool requires a clear implementation strategy that aligns with the
European digital agenda. For the European economy, the practical value of the
proposed Natural Language Processing (NLP) model lies in its capacity to reduce
the systemic «noise» that hinders efficient capital allocation and disrupts the price
discovery mechanism.

Integration into European Market Surveillance

The high statistical reliability of the Random Forest and TF-IDF pipeline fa-
cilitates its direct integration into the surveillance infrastructures of national and
EU-level financial authorities, such as the European Securities and Markets Au-
thority (ESMA). By deploying this model as an automated, pre-emptive filter for
high-frequency news feeds and social media data streams, regulators can
achieve a more proactive stance against market manipulation. Furthermore, the
inherent interpretability of the Random Forest architecture ensures that the fea-
ture importance metrics—such as specific linguistic markers or fabricated senti-
ment triggers—can be documented. This transparency is essential for legal en-
forcement and regulatory compliance under the Market Abuse Regulation (MAR)
(European Parliament & Council of the European Union, 2014), providing an au-
ditable trail that «black-box» deep-learning models lack.

Institutional Guardrails and Price Discovery Protection

Beyond regulatory use, the framework offers significant protections for both
institutional and retail investors. Information asymmetry typically penalizes partici-
pants who lack the resources for instantaneous fact-checking. By implementing
this framework, financial news aggregators and trading terminals can provide a
«Linguistic Authenticity Rating» for digital content, allowing market participants to
distinguish between evidence-based reporting and speculative misinformation.
Furthermore, in the high-frequency trading (HFT) environment, the model’s output
can serve as a critical risk-management parameter. If a news event triggers a
high misinformation probability flag, automated systems can be programmed to
lower their sensitivity to that specific news stream, effectively acting as a digital
circuit breaker to prevent cascading sell-offs based on fabricated data.
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Operationalizing the EU Digital Services Act (DSA)

Under current European regulations, systemic platforms are increasingly
responsible for the financial and societal risks hosted on their networks. This
study provides a technical benchmark for the «proactive mitigation of systemic
risks» as mandated by Article 35 of the Digital Services Act (DSA) (European Par-
liament & Council of the European Union, 2022). It offers a standardized method-
ology for platforms to identify market-manipulating content through a process that
is visible to independent auditors and vetted researchers. By adopting these NLP
benchmarks, European news outlets and social platforms can foster a more
transparent digital ecosystem, ensuring that the velocity of digital information
does not compromise the accuracy required for a stable and resilient economy.

Resource Efficiency and Cross-Border Scalability

Traditional manual fact-checking is insufficient in a digital market where
news travels in milliseconds. The computational efficiency of the TF-IDF-based
approach allows for the simultaneous processing of vast data volumes across the
27 EU member states. Such scalability is essential for preventing information arbi-
trage, where misinformation is utilized to exploit price differences between frag-
mented national markets before human oversight can intervene. Ultimately, the
deployment of this framework supports the European Union’s goal of creating a
unified, secure, and transparent Single Digital Market.

Future Work

Our results show that standard machine-learning models with a careful
NLP pipeline can flag misleading financial articles with strong accuracy on our
test sets. Still, a practical system for newsrooms or regulators needs more than
accuracy on a benchmark. It should work across outlets and languages, stay reli-
able when topics shift, and explain its flags in ways a human can check. To move
in that direction, future work could concentrate on the following 5 areas.

First, it is possible to build richer, finance-specific datasets that reflect real
publishing patterns. Second, the use of language models especially tuned to fi-
nancial text so the system understands reporting styles and entity names. Third,
connecting text with simple market signals (prices, volume, volatility) to reduce
false alarms. Fourth, the possibility of handling timing and spread: stories move
across sources and platforms, and models should account for that and remain
stable under change. Fifth, the deployment of guardrails human review, drift moni-
toring, and clear logs so decisions can be audited and improved over time (Hu et al.,
2022; Theodorakopoulos et al., 2025). Table 4 below summarizes these 5 possi-
ble future directions.
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Table 4
Future research directions
Research Data/signals Methods . .
Category foous needed (sketch) Risks & ethics
Labeled news
Build finance- | and filings, veri- | Clear labeling Label bias. pri-
Data en- | specific, rep- | fied fact-checks, | guidelines; > P
. . . .| vacy/ToS is-
richment & | resentative social streams weak supervi- sues. uneven
diversifica- | datasets for (X/Reddit/ sion to scale; ’
. - . . market cover-
tion misinforma- StockTwits), publish data-
. i o age.
tion detection. | multilingual sheets.
sources.
tlj?]eegr;::_ce- Your corpus + Fine-tune Fin-
. Financial BERT/Financi | Hallucinated
Domain | guage mod- .
) Phrase- alBERT or rationales,
models & | els with short, . -
. ' Bank/earnings adapters; ra- leakage of
adaptation | evidence- RO . .
calls; entity dic- tionale extrac- | sensitive text.
grounded . : )
tionaries. tion.
outputs.
Combine text . Chasing nor-
: Late/attention | mal price
. with market News text plus o .
Multimo- . fusion; event moves by mis-
data to re- OHLCV, volatil- L ) .
dal market . . . linking be- take; making
. duce false ity, options activ- . .
linkage positives/ ity. timestamps tween articles | swings worse
negatives. and prices. by reacting to
them.
Time-stamped Temporal
Model spread P GNNs/ Platform over-
Temporal / . source—article— B
over time and o Hawkes proc- | fitting; brittle-
graph ro- , entity links; plat- ) C
remain stable : ; esses; adver- | ness to missing
bustness X form interaction ! )
under shifts. sarial/ para- links.
graphs.
phrase tests.
Deploy- Operate a Streaming in- Triage , Over/under-
real-time, au- . dashboard; .
ment, ; gestion, analyst . . blocking, outlet
o ditable sys- . drift detection/ . .
monitoring ; feedback, drift . e fairness, audit
& govern- tem with hu- signals, explana- recalibration; trails and
%nce mans in the tic?n o s P SHAP/attentio model cards
loop. gs-. n views. '

Source: authors’ elaboration.
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Conclusions

This study has presented a robust framework for the identification of decep-
tive financial narratives, addressing a fundamental challenge to the stability and
efficiency of the modern digital economy. By shifting the analytical lens from a
purely technical classification problem to a mechanism for safeguarding market
integrity, this research demonstrates that Natural Language Processing (NLP) is a
critical tool for reducing the information asymmetry that historically leads to
suboptimal capital allocation and systemic wealth destruction.

The empirical evidence established in this study confirms that classical en-
semble methods, particularly Random Forest when integrated with TF-IDF vec-
torization, provide the necessary precision and interpretability required for institu-
tional deployment. From a regulatory perspective, these findings are significant as
they offer a scalable methodology for operationalizing the requirements of the
European Digital Services Act (DSA). By providing a transparent and auditable
means of filtering «noise» from the financial information stream, such models help
preserve the foundational pillars of the price discovery process, ensuring that as-
set valuations remain grounded in fundamental economic data rather than fabri-
cated sentiment.

Furthermore, the research highlights that, as the velocity of digital informa-
tion increases, the «cost of verification» becomes a primary barrier to market effi-
ciency. The proposed NLP pipeline effectively lowers this barrier, offering a pub-
lic-good utility for both retail and institutional investors. By mitigating the impact of
market-manipulating narratives, this framework fosters a more resilient financial
ecosystem capable of withstanding the rapid shifts of the digital age.

Looking ahead, the integration of these models into real-time regulatory
oversight remains a priority for the European Union’s Single Digital Market. Future
research should expand upon these findings by exploring the cross-linguistic ca-
pabilities of these models within fragmented markets and investigating the recur-
sive relationship between automated news verification and algorithmic trading
volatility. Ultimately, the adoption of interpretable, high-accuracy misinformation
detection is not merely a technical advancement but a necessary evolution in the
governance of contemporary financial markets.
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